


Functions Available with Star-P for Parallel Computing
• Task-parallel computing: 500+ Python functions and operators from the NumPy and SciPy modules
• Data-parallel computing: over 80 of the most popular (“blockbuster”) computing functions
• Unlimited user or community functions via Star-P Connect Library API link
• Star-P specific functions: ~20 programming or environment control and support functions

Scale and Performance
Star-P has been tested in a variety of environments, and has shown a clear performance scaling with the number of processors involved in parallel 
computation. Additionally, Star-P uses all memory in a multi-core server or cluster for data processing, enabling interactive simulations with very 
large, real-life data sets.

The scale and performance of Star-P computing depends on the properties of the hardware platform and cluster interconnects. Best performance 
is achieved when the choice of computing mode is best matched to all segments of the algorithm being tested or simulated. Star-P has been 
tested and scaled to manipulate 3 Terabyte-sized matrices, on machines reaching 512 processors. Star-P runs on servers with x86-64 multi-core 
microprocessors such as Intel’s Xeon and AMD’s Opteron, and Intel’s multi-core Itanium. Supported client operating systems include Windows XP 
and Vista, and SUSE and Redhat Linux. Supported server operating systems include SUSE and Redhat Linux.

 
 
Data Parallel and Task Parallel Computing
Leveraging both data- and task-parallel computing is necessary in many scientific and technical simulations. Star-P enables users to work in both 
modes and to seamlessly interoperate between the two. 

Star-P’s data-parallel mode enables algorithms requiring large-scale memory access and inter-processor communication, often called “global 
array computing”, such as those found in matrix manipulation and signal processing applications. Star-P’s task-parallel mode is ideally suited for 
parallelization of algorithms often called “embarrassingly parallel,” where computations can be naturally broken up into independent processes 
such as Monte Carlo simulation, or parallelization of For loops.
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Task Parallel Example

def serial():
    #
    # Comment
    #
    for i in range(8):
        compress(i,20)

def parallel():
    #
    # Comment
    #
    i = starp.arange(8)

    starp.ppeval(compress,i,20)

Perform task-parallel computations using the ppeval mechanism, where the 
individual task functions are implemented in Python. Use any of Python’s hundreds 
of functions in a task parallel computations. Users can extend the functionality by 
leveraging existing custom-written or open-source Python modules.
 

Data Parallel Example

import starp as numpy
def solve(A):

#
# Initial guess
#
    n = A.shape[0]
    x = numpy.random.rand(n,1)
    x = x / numpy.linalg.norm(x)
    err = 1
#
# The eigenvalue iteration
#
while err > 0.00000001:
     y = x
     x = numpy.dot(A,x)
     x = x / numpy.linalg.norm(x) 
     err = numpy.linalg.norm(x-y)

 return x

Simple Python script for finding an eigenvector of a random matrix. With Star-P, 
Python users simply replace the numpy namespace with the starp namespace 
by using the “import starp as numpy” command.  Through propagation, related 
variables also become parallel. Functions on parallel variables are transparently 
“overloaded” and processed on a multi-core server or cluster.


